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Foreword

It is my great pleasure to introduce the Proceedings of the 2nd International Conference on Big Data Analytics &
Applications (BDAA’ 2026), held on 28-30 October 2026 in Las Palmas de Gran Canaria, Spain. The conference
provides an international forum for researchers, engineers, data scientists, and industry professionals to exchange
ideas and discuss the practical and scientific challenges of turning large-scale data into reliable knowledge and
effective decisions.

The importance of big data analytics extends far beyond the ability to collect and store vast quantities of
information. Its real value lies in extracting meaningful patterns from heterogeneous, rapidly changing, and often
incomplete data, while ensuring that analytical results remain accurate, reproducible, secure, and useful. The
continued development of artificial intelligence, machine learning, statistical methods, and scalable computing
infrastructures creates new possibilities for research and innovation, but also raises demanding questions about
computational efficiency, data governance, robustness, and responsible implementation.

The papers presented in these Proceedings demonstrate the breadth of contemporary big data applications. One
contribution examines the infrastructure requirements and performance trade-offs of open-weight text-to-image
models for large-scale local image generation. Another explores the use of artificial intelligence and
heterogeneous information resources to guide research and innovation, focusing on the commercialization
potential of graphene-based materials for medical applications. Two further studies address important challenges
in digital security: forecast-based, multidimensional rate limiting to mitigate automated traffic, and a multi-tier
analytical framework for detecting unwanted business communication at scale.

Although these studies concern different application domains, they share a central objective: moving from
theoretical methods to systems capable of supporting real operational needs. Their approaches highlight the
significance of carefully defined evaluation criteria, appropriate model selection, interpretable results, and the
integration of analytical methods with domain-specific expertise. They also remind us that performance cannot be
evaluated through a single measure. Accuracy, throughput, memory requirements, responsiveness, resilience to
adversarial behaviour, and the consequences of incorrect decisions may all influence the suitability of a solution
for practical deployment.

Another important message of BDAA’ 2026 is that technological progress must be accompanied by scientific and
professional responsibility. The use of large datasets and increasingly autonomous analytical systems calls for
continuous attention to privacy, transparency, validation, and security. Genuine progress depends not only on
more powerful algorithms, but also on a clear understanding of their assumptions, limitations, and broader
implications for industry, research, and society.

On behalf of the Organizing Committee, I would like to thank all authors for their valuable contributions and for
sharing their research with the international community. I am equally grateful to the reviewers and members of
the International Program Committee for their careful assessments, and to the colleagues and supporting
organizations whose dedication made the preparation of this conference and its Proceedings possible.

I hope that this volume will stimulate further scientific discussion, encourage new interdisciplinary collaborations,
and contribute to the development of big data technologies that are efficient, trustworthy, and genuinely beneficial
in real-world applications.

Prof., Dr. Sergey Y. Yurish
BDAA’ 2026 Chairman



27 [nternational Conference on Big Data Analytics and Applications (BDAA' 2026)
28-30 October 2026, Las Palmas de Gran Canaria, Spain

(016)

Comparison of Open-Weight Text-to-Image Model Deployment
Configurations for Large-Scale Local Image Generation

Y. S. Lee, H. Bothe and M. Geierhos
University of the Bundeswehr Munich, R CODE, Werner-Heisenberg-Weg 39,
85579 Neubiberg, Germany
E-mail: {yeongsu.lee, hendrik.bothe, michaela.geierhos} @unibw.de

Summary: This paper compares the practical deployment configurations of four open-weight text-to-image models — SDXL
Base (SDXL), Stable Diffusion 3.5 Large (SD3.5), FLUX.2-klein-9B (FLUX), and Qwen-Image (QWEN) — for large-scale
local image generation. Using 7992 structured portrait prompt instances per model, derived from 999 structured facial
descriptions, we measured inference latency, throughput, peak allocated GPU memory, and cumulative inference time on a
single NVIDIA A100 80 GB GPU. The models were evaluated at fixed model-specific inference configurations; consequently,
the results characterize the tested deployment configurations rather than intrinsic model efficiency. Under these configurations,
FLUX, executed with four inference steps, achieved the highest throughput (28.76 images per minute) and the lowest
cumulative inference time (4.63 hours), while SDXL, executed with 30 inference steps, required the least peak allocated GPU
memory (10.5 GB). SD3.5 and QWEN, both executed with 30 inference steps, required approximately 34 hours of cumulative
inference time, with QWEN reaching a peak allocated GPU memory of 57.9 GB. These findings illustrate substantial latency-
memory trade-offs and emphasize the importance of infrastructure characteristics when selecting text-to-image foundation

model configurations for large-scale local deployment.

Keywords: Text-to-Image generation, Inference latency, Throughput, GPU memory, Local deployment.

1. Introduction

Open-weight text-to-image foundation models are
becoming increasingly photorealistic. However, their
computational requirements differ substantially. When
it comes to large-scale local deployment, selecting a
model depends on more than just generation quality.
Infrastructure characteristics, such as inference
latency, throughput, GPU memory consumption, and
cumulative processing time, also play a role.

This study presents a controlled empirical
evaluation of four contemporary open-weight
text-to-image foundation models under identical
hardware conditions, with a particular focus on
infrastructure requirements. The aim is not to
determine an absolute ranking of the models or to
propose a general methodology for text-to-image
efficiency evaluation, but rather to quantify the
computational costs of deployment configurations and
pinpoint practical trade-offs for large-scale local image
generation.

2. Experimental Setup

The controlled experimental workload is based on
a corpus of 999 structured facial descriptions
established in our previous study [1]. Each description
consists of seven sentences representing predefined
semantic components. From each description, eight
prompt variants were constructed: the original
description (V1), six ablated variants (V2-V7)
obtained by removing one of the sentences at a time,
and a minimal variant (V8) containing only the first
sentence that includes demographic information and

emotional expression. This yields eight systematically
related prompts per description and, consequently,
7992 structured prompt instances per model. Across
the four evaluated text-to-image configurations, the
experimental workload comprises 31968 generation
instances in total. The semantic components and the
construction of the individual prompt variants are
described in detail in our related study [2]. An example
of a structured facial description is shown in Fig. 1.

A profile portrait of a 34-year-old woman, white, with
a happy expression. The hair appears as deep brown
hair, complemented by bangs. Grooming details
indicate clean-shaven. Facial features include slightly
full lips, softly contoured face shape, slim facial
contour, balanced nose proportions, no double chin,
and not bushy eyebrows, while more subtle traits such
as subtle cheekbone definition, subtle pointy nose,
subtle under-eye bags, and slightly arched eyebrows
are also present. Skin and complexion details show
subtle rosy cheeks and subtle paleness with bold lipstick
and heavy makeup, and the overall expression is
characterized by mouth firmly closed and subtle smile.
Accessories include bare face, uncovered head,

wearing a necklace, and without a tie.

Fig. 1. Example of a structured facial description.

All images were generated at a resolution of
1024 x 1024 pixels under the hardware and software
configuration summarized in Table 1, which is also
used in our related study [2]. The two studies address
complementary research questions: our related study
investigates how semantic component ablation affects
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portrait generation quality, whereas the present study
focuses on the computational and infrastructure
implications of the resulting large-scale workload,
including inference latency, throughput, GPU memory
allocation, and cumulative inference time.

Table 1. Experimental hardware and software

configurations.

Component Specification
GPU NVIDIA A100 80 GB
CUDA 13.0
PyTorch 2.11
Diffusers 0.39.0
Precision bfloatl6 / floatl 6
Batch size 1
Random seed 42

The evaluated model configurations are SDXL [3],
SD3.5 [4], FLUX [5], and QWEN [6]. All model
weights were loaded locally, and inference was
performed wusing the Hugging Face Diffusers
framework [7]. SDXL, SD3.5, and QWEN were
executed with 30 inference steps, whereas FLUX used
four steps according to the evaluated inference
configuration. Note that Stability Al's official
SD3.5-Large example uses 28 steps and the Diffusers
Qwen-Image pipeline defaults to 50 steps. For both
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SD3.5 and Qwen-Image, 30 steps were chosen to
ensure comparability with SDXL and to limit
computational intensity. The analysis considers
inference latency, generation throughput, peak
allocated GPU memory, and cumulative inference
time. Peak allocated GPU memory was measured
using torch.cuda.max_memory allocated() and was
recorded per model run. This metric captures peak
tensor memory allocated by PyTorch and does not
include all CUDA context and caching overheads.
Additionally, the V1, V4, and V8 variants were
selected as representative input configurations to
examine whether substantial reductions in prompt
content and length affect inference latency. The V1
represents the complete original description, the V4 the
strongest single-component reduction through removal
of the fourth sentence, the longest semantic
component, and the V8 the minimal first sentence
description. Thus, the three variants provide full,
intermediate, and minimal textual workloads while
avoiding an exhaustive latency comparison across all
eight semantically related variants.

3. Results and Discussion

Fig. 2 summarizes the infrastructure characteristics
of the evaluated configurations.

(b) Resource Requirements
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Fig. 2. Infrastructure characteristics of the evaluated text-to-image model configurations: (a) inference performance
for representative description variants and throughput; (b) peak allocated GPU memory and cumulative inference time.

Fig. 2(a) shows the mean inference latency of the
complete description (V1), the ablated description
(V4), and the minimal reference description (V8).
Within each model, latency varies slightly across these
variants. This suggests that variation in the textual
input contributes relatively little to total generation
latency compared to the differences between the
generation pipelines within the evaluated description
range. Under the deployment configurations, FLUX,
executed with four inference steps, achieved a mean
latency of approximately 2.09 seconds per image and
the highest throughput of 28.76 images per minute.
SDXL, executed with 30 inference steps, required
approximately 3.67 seconds per image and achieved a
throughput of 16.35 images per minute, whereas SD3.5

and QWEN, both executed with 30 inference steps,
required approximately 15.2 seconds per image,
corresponding to a throughput of about 3.9 images per
minute. Fig. 2(b) illustrates the allocated GPU memory
and cumulative inference times. SDXL had the lowest
peak allocated GPU memory, at 10.5 GB. Next was
SD3.5, at 28.5 GB, followed by FLUX, at 34.7 GB.
QWEN  required 57.9 GB. Processing all
7992 generation requests required approximately
4.63 hours of cumulative inference time with FLUX
and 8.15 hours of cumulative inference time with
SDXL, compared to about 34 hours of cumulative
inference time with SD3.5 and QWEN. Under the
deployment configurations, Fig. 2 emphasizes the
latency-memory trade-off: FLUX provided the lowest
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latency and total execution time, while SDXL provided
a substantially lower memory footprint. SD3.5 and
QWEN imposed considerably higher cumulative
inference costs; QWEN required the highest peak
allocated GPU memory.

Furthermore, Fig. 3 provides qualitative context by
presenting portraits generated by all four model
configurations (SDXL, SD3.5, FLUX, and QWEN)
based on an identical structured facial description. The
visible differences between the generated outputs
demonstrate that computational efficiency alone
cannot determine a model’s overall suitability. These
illustrations were provided for comparison purposes
only and did not represent a systematic evaluation of
generation quality.

QWEN

[ Fux |

Fig. 3. Exemplary portraits generated from model
configurations using the prompt in Fig. 1 at a resolution
of 1024 x 1024 pixels.

Beyond the performance considerations discussed
above, facial portrait generation also raises potential
ethical and privacy concerns. Although the present
study uses structured descriptions as generation inputs
and focuses exclusively on infrastructure performance,
synthetic facial outputs may reflect biases in the
underlying models and should not be assumed to be
free of privacy implications. The experiments are

therefore intended for controlled comparative
evaluation rather than wunrestricted facial-data
generation.

4. Conclusion and Future Work

The evaluation revealed substantial differences in
the infrastructure requirements of contemporary
open-weight, locally deployable text-to-image
foundation model configurations. Under the evaluated
configurations, FLUX produced the lowest measured
inference latency and the least cumulative inference
time. In contrast, SDXL had the lowest peak allocated
GPU memory. While these differences appear
moderate at the single-image level, they accumulate
considerably across thousands of generation requests.
This demonstrates the relevance of infrastructure
characteristics for large-scale, single-GPU image
generation under the evaluated configurations.

However, computational efficiency represents only
one dimension of practical model selection. Future

work will therefore expand the analysis to include a
joint quality-efficiency evaluation. This evaluation
will combine latency, throughput, —memory
consumption, and computational cost with systematic
measures of perceptual image quality and text-image
correspondence. This analysis could provide a more
comprehensive  evaluation of quality-efficiency
trade-offs in large-scale text-to-image applications.
Additional experiments across different GPU
architectures, batch sizes, quantized inference
configurations, and energy measurements will further
investigate scalability and deployment efficiency.
Furthermore, the interaction between prompt
complexity and computational cost warrants
systematic investigation, as the present results suggest
that variation in semantic input content has only a
minor effect on inference latency compared to the
differences  between the  evaluated model
configurations.
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Summary: This paper analyses the role of artificial intelligence (Al) and Big Data (BD) in supporting medical R&D activities
through advanced analytics of large, heterogeneous, and predominantly unstructured datasets. It presents a methodological
framework integrating natural language processing, machine learning, and statistical inference to transform dispersed textual
and numerical information into actionable knowledge for strategic R&D management. The approach enabled the identification
of promising technological pathways, including the biomedical potential of graphene-based materials, and contributed to the
development of a patented invention aimed at potential cancer therapy applications. The study demonstrates that Al-supported
analysis can improve decisions within innovation process. Patent analytics further strengthens analysis by supporting
assessments of technological maturity, competitive positioning, patentability, and intellectual property risks. The most
effective model is integration of computational intelligence with domain-specific human expertise rather than its replacement.

Keywords: Artificial intelligence, Big data analytics, Medical R&D, Patent analytics, Graphene-based biomedical

applications, R&D management, Evidence-based innovation.

1. Introduction

For nearly a decade, methods and techniques have
been developed to effectively generate useful
information for institutions supporting research and
development processes. New methods for refining
information from dispersed and heterogeneous sources
enable the use of up-to-date data in innovation
processes, the development of inventions, and the
discovery of new applications. They also enable the
characterization of selected aspects of reality at a given
point in time. This can support the development of new
technologies, including those used in medicine and
therapeutics, and improve the quality of scientific
knowledge.

Our paper examines artificial intelligence (Al) and
Big Data (BD) role in analytics for supporting research
and development processes in medicine. We present a
case study of Al and BD applications that were used at
an earlier stage to identify technology trends emerging
from large, heterogeneous, and largely unstructured
information resources. Our case study uses an
approach that integrates natural language processing,
machine learning, and statistical inference to transform
distributed text and numerical resources into
operational knowledge relevant to strategic R&D
management [2].

Applications of artificial intelligence are driving
advances in nanomedicine. These encompass research
drawing on the results of autonomous experimentation,
predictive tools, and improvements in decision-

making concerning
technology [5].

The integration of artificial intelligence and
machine learning into medical practice has
fundamentally transformed healthcare delivery
worldwide. Artificial intelligence and Big Data
analytics have facilitated clinical decision support,
population health management, and improvements in
healthcare operations. They have enabled faster and
more accurate diagnosis and individualized treatment,
particularly in atypical cases. They also support the
efficient management of the growing volume of
clinical information generated during diagnosis and
treatment [11].

Artificial intelligence has applications across
several areas of medical practice. These include
medical research and drug discovery, clinical
decision-making based on large datasets, image
analysis, and diagnostics.

research, development, and

2. Methodology

The analytical project combined information
refinement, natural language processing and big data
analytics to identify technological trends and support
research and development decisions. The workflow
comprised research scope definition, source selection,
automated data acquisition, text preprocessing,
statistical analysis and reporting. In the present
application, the analysis focused on the potential
practical applications of graphene.
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At the outset, the research problem and theoretical
framework informed the definition of source
characteristics and search criteria. These criteria
addressed both the research domain and the types of
information required. Sources were selected with
researcher involvement to align the collected material
with the study objectives. The source framework
encompassed scientific publications and patent
records. For the graphene application, the scientific
literature component included nearly one thousand
articles published in journals with high impact factors.

Data acquisition was performed using a modular
information system comprising source identification,
metadata analysis, data collection, monitoring and
reporting modules. Each agent maintained an internal
database of previously acquired records, limiting
redundant retrieval and improving collection
efficiency.

The retrieved documents were transferred to an
analytical data warchouse hosted across multiple
servers. Each record contained the textual material and
associated metadata, including source identification,
publication date and language. Where available,
additional metadata described authorship, publication
scope and document modification dates. Data
replication and backups supported integrity and
operational continuity, while dedicated software
updated the warehouse with newly acquired material.
A layered architecture and modular design enabled the
system to accommodate additional sources and
increasing data volumes.

Before analysis, documents were converted into
machine-readable text, encoded in UTF-8 and checked
for completeness. Text preprocessing comprised
tokenisation, lemmatisation and keyword extraction.
Natural language processing and supervised and
unsupervised machine learning were used to support
document classification. These procedures
transformed unstructured textual material into
structured datasets suitable for quantitative analysis.

The resulting datasets were analysed using R-based
tools. Descriptive statistics, cluster analysis and
predictive modelling were employed to examine
patterns in the collected material. Temporal changes in
publication frequencies and sentiment were analysed
to identify technological trends and deviations from
prevailing patterns. Visualisations supported the
interpretation and reporting of findings in relation to
the potential applications and technological
development of graphene.

Throughout the project, continuous monitoring
assessed data acquisition, computing resource use and
system operation. This monitoring, together with
replication and backup procedures, supported the
continuity of the analytical workflow. The resulting
framework integrated researcher-guided source
selection with automated collection and analysis,
providing a methodological basis for examining
technological development through heterogeneous
textual sources.

3. Results

The analytical workflow of our research made it
possible to identify promising technological pathways
and possible targets and assess their relevance for
medical and therapeutic applications [11].

The system is designed to predict emerging areas
of technological convergence [14].

A set of deep learning tools analyzing scientific
texts, patents, and bibliometric information enabled the
identification of technological domains. Identifying
and implementing promising technologies at an early
stage of development can provide substantial value to
scientific institutions, as well as to society and the
economy as a whole. This can strengthen the
competitive advantage of scientific organizations and
inform national technology policy and R&D
strategies [3].

The methodology supported the recognition of the
biomedical potential of graphene-based materials and
contributed to the development of a composition
combining graphene and one of the substances with
chemotherapeutic activity and leds to patented
invention "GO-2-ME and rGO-2-ME hybrids, method
of their preparation and their use", protected under
patent procedures (Patent Application EP22856321.9
[EPO] and Publication no. EP4384222A1 [EPO],
Polish Patent No. 243445 / application P.438737). This
invention illustrates how computationally assisted
technological knowledge mining can contribute to the
discovery of solutions for further research related to
applications in cancer therapy [12].

The implementation of the system represented an
important advancement in the use of Big Data methods
for R&D intelligence [13]. At the time of its initial
deployment, the combined use of automated data
refinement, large-scale analysis of unstructured
information and Al-assisted identification of medical
applications of nanomaterials constituted a novel
approach.

A central feature of the designed tools was not
merely the identification of applications for
nanomatherials, but also the iterative definition and
optimization of the search strategy itself. During
implementation, several barriers to the wider use of
such systems were identified. The most important
concerned insufficient knowledge of available
information resources and limited capacity among
researchers, innovators and practitioners to use
advanced analytical tools effectively. However, the
evaluation of the analytical model demonstrated that
Al-supported classifications may achieve higher
precision and consistency than expert-only
assessments,  particularly  when  large and
heterogeneous datasets are involved. Unlike purely
human assessments, algorithmic analysis is less
susceptible to temporary intellectual fashions,
institutional pressures, political expectations or
selective attention to dominant research agendas
[10, 14]. This does not eliminate the need for expert
judgement, but it changes its function: experts become
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interpreters, validators and strategic users of
analytically generated knowledge [8].

What is worth mentioning is the fact that
implementation of graphene in several areas of
medical applications was being noted by researches
some time ago, nevertheless in papers from a decade
before, health aspects and pharmaceutical applications
were planned much later. Which leads to conclusion
that proper and targeted analysis supported by Al let us
identify areas of interest, conduct the research leading
to full implementation [6, 9].

4. Conclusions

Global challenges in oncology related to cancer
incidence and mortality also require advanced
analytical and computational methods though these
datasets are still under construction, structurisation and
the output data not necessarily include all vital and
reliable information for further analyses, so far.
Contemporary data analysis in science and industry
increasingly extends beyond stand-alone statistical
models. It is moving towards integrated solutions that
combine deep learning, knowledge graphs, ontologies,
semantic reasoning, and distributed infrastructure.

The mechanisms underlying tumor development
and the prognostic information required for
individualized treatment planning are investigated
through tissue microenvironment analysis and
molecular profiling. Artificial intelligence techniques
enable the identification of key factors within
molecular datasets. These techniques include deep
learning  algorithms  combined  with  hybrid
optimization methods. In the future, the system we
designed may also support such personalized treatment
through  individualized approaches to  drug
administration in cancer therapy.

An important aspect of developing personalized
medicines is the management of data required by
regulatory authorities and the exchange of information.
These activities facilitate patient engagement, improve
communication, and strengthen connections among
stakeholders. The use of artificial intelligence enables
interdisciplinary collaboration among patients, health
authorities, healthcare  providers, and the
biopharmaceutical industry [1].

In this context, our system has several limitations.
Its application to supporting the management of
research, development, and innovation in healthcare
through Al-assisted prediction and Big Data analytics
raises several key challenges. These include potential
algorithmic bias, data privacy risks specific to medical
analytics, and the limited interpretability of models
operating as “black boxes” [4].

For this reason, the research process should
combine the capacity to analyze large, often
unstructured datasets with openness to integrating
different methods, while maintaining human oversight
of the outcomes. This requires a new approach to data
sources and analytical methods that incorporates
research ethics. New skills and knowledge are needed

at every level, from foundational technologies to
advanced and innovative algorithms.

Our case study highlights the growing importance
of analytics for technological progress. Patent
information constitutes a strategic source of
knowledge about technological maturity, competitive
positioning, convergence processes and potential
infringement risks. This is particularly relevant when
innovative projects are developed by interdisciplinary
teams combining scientific, engineering and clinical
expertise. In this case, Big Data methods contributed
to the development of knowledge essential for strategic
R&D planning and intellectual property protection.
The broader significance of our case study lies in its
contribution to evidence-based policy and open
data-driven governance in R&D. At the same time, it
demonstrates how the competencies of teams
representing different fields of expertise can be
combined in innovative ways.

Al and Big Data tools can accelerate material
discovery, support drug development, improve patent
intelligence and enhance the design of public
intervention instruments [7]. Their effective use,
however, requires institutional = competence,
methodological transparency and sustained expert
oversight [15]. Our case study confirmed that
integrating computational intelligence with domain
knowledge is a valuable model. Such integration
creates conditions for more objective, timely and
strategically relevant decisions in the governance
of research, innovation and technological
development [5].
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Summary: Commercial bot-management platforms adapt to new automation through a slow path: a previously unseen
signature must be observed, labelled and distributed before it is enforced, and volumetric attacks cause most of their damage
inside that interval. This paper describes a self-hosted control that covers the interval. It composes forecast-derived traffic
ceilings that are empirically calibrated rather than taken from nominal model intervals, a two-window aggregate detector with
precisely defined rolling windows, a context-aware gatekeeper with hysteresis, on-demand attribution of the excess across
behavioral dimensions using reconciled expectations, and blast-radius-limited synthesis of short-lived rules whose limits carry
an explicit exceedance probability. Extending an earlier practitioner article, the paper adds a formal specification, a corrected
statistical treatment, a per-branch analysis of time to mitigation, and a validation protocol based on shadow operation, incident

replay and synthetic injection.

Keywords: Adaptive rate limiting, Bot mitigation, Anomaly detection, Time-series forecasting, Prediction-interval

calibration, TLS fingerprinting, Web application security.

1. Introduction

Commercial bot-management platforms are
effective classifiers of automated web traffic, but they
adapt to new automation through a slow path: a
previously unseen signature must be observed, labelled
and distributed to a global enforcement fleet before it
is enforced. An attacker with a fresh residential proxy
pool [1] and a headless browser that reproduces the
target environment presents a combination the
classifier has not seen, and measurements show that
well-constructed automation can bypass commercial
anti-bot services [2]. Volumetric attacks cause most of
their damage inside this interval. In the incidents
observed in our estate, vendor-side adaptation took on
the order of hours, whereas origin degradation began
within minutes; this observation describes one estate
and one vendor configuration and is not claimed as a
general property of commercial platforms.

Two further properties widen the interval. The
escalation path for a live bypass is a support queue
whose output, typically a regular expression or a prefix
list, stops matching when the attacker rotates the
matched attribute. The strongest evidence is also often
subject to disclosure constraints: a fraud team can
identify gift-card enumeration within minutes by
joining request logs against account identifiers and
transaction history, and that join constitutes personal
data. The General Data Protection Regulation [3] does
not prohibit sharing it with a contracted processor
under Article 28, but any disclosure must rest on a
lawful basis (Article 6), respect data minimisation
(Article 5(1)(c)), be covered by processor terms and be
appropriately secured (Article 32). Organizational
policy frequently restricts such exports during an
incident, and when the evidence stays inside the

perimeter, the enforcement decision is most readily
made there as well.

This paper describes a self-hosted control that
covers the interval, it does not replace a
bot-management platform. An earlier practitioner
article by the first author [4] described the architecture
informally. The contribution of the present paper is not
any single component, since forecast-derived
thresholds and fingerprint-based counting keys are
each known, but an operational composition of
forecast-calibrated ceilings, on-demand
multidimensional attribution, context-aware gating,
blast-radius control, short-lived rule synthesis, and
shadow and replay validation. Relative to [4], the
following elements are new: (i) a formal specification
of each stage; (ii) empirical calibration of the forecast
ceilings and an empirical run-length criterion for
consecutive breaches, replacing nominal interval
arithmetic and an independence assumption
(Section 4); (iii) precise semantics for the rolling
detection windows (Section 4.3); (iv) reconciliation of
slice forecasts to the aggregate and a corrected
definition of excess coverage (Section 6); (v) an
overdispersion-aware bound for sparse slices (Section
6.2); (vi) rule limits defined as calibrated predictive
quantiles with an explicit exceedance probability
(Section 7); and (vii) a per-branch analysis of time to
mitigation within a validation protocol of shadow
operation, incident replay and synthetic injection
(Section 8).

2. Background and Related Work

The conventional rate limiter counts requests per
source address against a fixed threshold, which has no
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effect on a botnet distributed over 200 000 residential
addresses that each emit four requests per minute. The
objection conflates two elements. The counter is
mature: a token bucket, equivalent to the generic cell
rate algorithm standardized for ATM traffic policing
[5], is adequate, and the semantics of a refused request
are specified [6]. The failure lies in the key and the
threshold, since a source address is a poor key against
a distributed adversary and a constant is a poor
threshold for a series that varies sixfold within a day.

Automated clients have been characterized by
browser-fingerprint inconsistencies [7] and by the
artefacts of advanced evasion [8]. At the transport
layer the TLS ClientHello identifies the client
implementation, and JA4 [9] provides a format that is
robust to extension reordering. Such fingerprints can
be forged [10], but only through engineering effort in
the TLS stack. We do not classify clients: fingerprints
serve only as counting keys, because an attacker who
must hold a fingerprint constant to sustain throughput
provides a stable grouping variable.

Volume anomalies have been detected with
wavelet decomposition [11] and subspace methods
[12], which are more powerful than the additive
decomposition model [13] we deploy; we chose the
latter because its components can be inspected during
an incident and holiday effects are declared rather than
engineered. Forecasting practice follows [14], and two
of its elements are central here: the nominal level of a
model-based interval does not guarantee its empirical
coverage [15], and forecasts produced independently
for the components of an aggregate need not sum to it,
which motivates reconciliation [16].

3. Threat Model and System Overview

We assume an adversary whose objective is
throughput: scraping, credential stuffing, inventory
scalping and application-layer flooding must finish
before the defender reacts. The adversary controls
every client-chosen field, including the User-Agent
string, cookies and path distribution, and can forge the
TLS ClientHello and HTTP/2 header ordering at
materially higher cost. The design is treated as public;
models, ceilings and thresholds are not. Low-and-slow
automation that stays within human volume produces
no volumetric signal by construction and is out of
scope. The volumetric family is the one that causes
origin outages and stock-outs.

The system comprises two detection tiers and an
enforcement stage. The edge writes per-minute
counters to Redis and daily Parquet files to object
storage, with buckets formed in UTC and absent
buckets zero-filled. A nightly job fits and calibrates the
forecasting models and publishes 36 hours of expected
values and ceilings to Redis, so that a failed run
degrades into stale but usable ceilings; an alarm fires
when the newest published key is older than 26 hours.
Every 60 s, tier one compares a few aggregate series
with the precomputed ceilings, so no model artefact is
loaded on the hot path. Tier two attributes the excess

across approximately a thousand sliced series and runs
only when tier one and a contextual gatekeeper agree,
which in our deployment happens a few dozen times
per month. The design rests on an empirical property
that operators should verify on their own logs:
legitimate traffic is highly regular, and the shares of its
slices are stable. Linux traffic in our estate, for
example, stays near 2 % from hour to hour, so a rise to
9 % within ten minutes indicates automation rather
than new users.

4. Tier One: Calibrated Forecast Ceilings
4.1. Model and Training History

One decomposable additive model (Prophet) [13]
is fitted per hostname and window length on sixty days
of history in about forty seconds. The response is
modelled as In(1 + y), so that the interval scales with
volume (Fig. 1). Growth is flat, yearly seasonality is
disabled, weekly seasonality is enabled, and the daily
term uses Fourier order twelve, because the default
order of four rounds off the morning ramp. The model
was preferred to potentially more accurate neural
forecasters because a suspect ceiling can be
decomposed into trend, weekly and daily components
during an incident. Past attacks are removed before
fitting, since every attack left in the history widens the
interval and raises the next ceiling: known mitigation
windows are excluded, and buckets deviating from the
rolling daily median by more than six scaled median
absolute deviations [17] are replaced by that median.

90k A

99% forecast interval
--- y (expected)
— observed

67k -
45k A

22k A

Requests per 5-min bucket

0 T T T T T 1
00:00 04:00 08:00 12:00 16:00 20:00 00:00
Time of day (UTC)

Fig. 1. One weekday of request volume in five-minute
buckets against the nominal 99 % interval of the model.
The interval scales with volume: an excess of 8000 requests
per five-minute bucket lies far outside it at 04:00 but inside
it at 14:00. An earlier version of this figure appeared in [4].

4.2. Empirical Calibration

The earlier version [4] set the interval width to 0.99
and inferred 0.005 x 288 = 1.4 upper breaches per
series per day. That inference holds only if the interval
has calibrated coverage, and the model documentation
cautions against expecting it [15]: by default the
interval omits seasonal uncertainty, and with flat
growth it reflects observation noise treated as
independent and homoscedastic, whereas the residuals
of web traffic are autocorrelated and heteroscedastic
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across the day. We therefore treat the nominal upper
bound # (in log space) as an uncalibrated score. The
ceiling is given by (1), where the offset J, is the
split-conformal [18] order statistic (2) of the residuals
r.=1In(1 +y;) — i, over n held-out, attack-free windows.

Ce = exp(fl; +6,) — 1, (1)

8¢ = T(m+D-0)) 2

The calibration set comprises the most recent
fourteen days of rolling-origin forecasts, excluding
mitigation windows, with separate offsets for four six-
hour strata of the day. We set a = 0.005, which
preserves the intended budget of about 1.4 breaches
per series-day. Because autocorrelated traffic violates
exchangeability, the resulting rate is validated on
further held-out attack-free days rather than assumed,
as reported in Section 8.

4.3. Window Semantics and the Two-Window
Detector

Counters are kept per UTC minute. The detector
runs at each minute boundary t after a short grace
period for late writes and reads only completed
minutes. Ws(z) and Weo(r) are trailing sums over
(t — 5 min, 7] and (z — 60 min, 7], recomputed every
minute. Ceilings are published for aligned slots, and
the ceiling of a trailing window is interpolated by
overlap as in (3), where s is the slot containing 7 and f
the fraction of the window in s; calibration is
performed on this same interpolated statistic.

Cw(D) = (1= f)Csq + fCs 3)

The ratios p = W/Cw of both windows are combined
by Algorithm 1, where x counts consecutive aligned,
non-overlapping five-minute slots in breach. The
earlier argument [4] that three consecutive false
breaches are negligible assumed independence, which
would give 288 x 0.005° = 3.6 x 107 runs per
series-day;  forecast  errors are  positively
autocorrelated, so runs are far more frequent. The
persistence threshold is therefore the smallest x whose
empirical run rate on attack-free held-out traffic is
within the tolerated false-alert budget; the deployment
uses k¥ = 3. The branches differ in minimum latency
(Section 8): the 3% branch can fire at the first minute
boundary after the breach, the dual-window branch
waits for Wso to breach, which takes tens of minutes for
a gradual ramp, and the persistence branch needs at
least fifteen minutes by construction. Fig. 2 shows one
incident through both windows.

5. Contextual Gating

A tier-one alert is not by itself a reason to change
the edge configuration, since challenges reduce
conversion and every rule is a change to be reasoned
about during the incident. A scoring stage combines

the tier-one state with infrastructure load (origin CPU,
5xx rate and upstream latency), the business calendar,
geography and cooldown state into a weighted score
on a 0—100 scale, so that every term can be examined
in a post-incident review. A scraper at four times
normal volume against an idle origin score about 60
and produces a notification only. To prevent
oscillation, the gatekeeper activates at 70, releases
below 40, holds a mitigation for at least ten minutes
and applies a twenty-minute cooldown during which
re-entry requires a score of 80. Every transition is
logged with its full context.

Algorithm 1. Combining the two windows
into a tier-one state.

input: ps, peo at tick 7; x, consecutive breached
five-minute slots

if ps > 3 then return ALERT (3x ceiling)

if ps > 1 and peo > 1 then return ALERT (both
windows)

if ps> 1 and « > 3 then return ALERT
(persistence)

if ps> 1 or pso > 1 then return WATCH

return OK

----- 5-min ceiling = 1-h observed
—-= 1-h ceiling —— 5-min observed

o 90k 1

=t

=

=i

g 40k
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Fig. 2. A single incident viewed through both windows,
02:30-06:30 UTC. The attack ramps from 03:30
and the five-minute series crosses its ceiling at 03:40;
the hourly series, smoother and with a higher ceiling, crosses
later. The drop at 05:30 marks the mitigation applied during
the incident. An earlier version of this figure appeared in [4].

6. Tier Two: Attributing the Excess

Cardinality multiplies in web telemetry: about
90 operating-system versions, 350 browser builds,
1500 to 4000 JA4 fingerprints and 90 countries yield
billions of candidate keys. Tier two therefore evaluates
six single dimensions (operating system, browser
build, JA4, country, autonomous system and a
header-order hash) and four pairs, such as JA4 with
operating system, which exposes impossible
combinations like a macOS User-Agent presenting the
ClientHello of a Go HTTP client. The top N = 1000
values across dimensions are modelled individually,
and the remainder of each dimension is aggregated into
another series.
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6.1. Reconciled Expectations and Coverage

Slice forecasts are fitted independently, so their
sum over a dimension need not equal the aggregate
expectation E of tier one. The raw expectations e(v) are
therefore reconciled proportionally as in (4), where Vy
contains the modelled values, the other series and the
sparse values of Section 6.2; trace-minimization
reconciliation [16] is a more general alternative. The
aggregate excess E and the surplus s(v) of each value
are given by (5), and the excess coverage k(v) by (6).

) = zuzx(;;)f(uy )
E=0-E s = max(o(v) —é),0), (5
k(v) = min (1‘s(E_v)> (6)

Because the reconciled expectations sum to E,
signed deviations sum to £ and the clipped surpluses
sum to at least E; coverages are therefore not a partition
and may sum to more than one. The earlier formulation
[4] normalized each surplus by the sum of positive
surpluses within its dimension, a denominator that
differs between dimensions, so the resulting shares
were not comparable across dimensions as the rule
builder requires. Values are reported with k(v) and
h(v), their share of normal traffic over the trailing thirty
attack-free days (Table 1).

Table 1. Attribution output for one scraping incident.

Dimension value | o(v) | é(v) | k(v) | h(»)
ua_browser
Chrome/124.0.0.0 | 51420 | 11410 | 0.955 | 0.061
Chrome/123.0.0.0 9830 | 9120 | 0.017 | 0.049
HeadlessChrome/124 | 1220 40 0.028 | 0.000
ja4
t13d1516h2
Rdaaf6152771 41490 | 310 0.983 | 0.002
t13d1517h2_
55576142260 12410 | 12600 | 0.000 | 0.071

Window 03:40-03:55 UTC; E = 41 900 requests
per minute; volumes are mean requests per minute. o:
observed; é: reconciled expectation (4); k: coverage
(6); h: normal share.

6.2. Sparse Slices

A series that is zero for eleven hours and then
records forty requests cannot be forecast meaningfully.
The earlier version [4] bounded such slices with a
Poisson quantile, but web request counts are
overdispersed and clustered in page-load bursts, so a
Poisson bound under-covers. Where the attack-free
variance ¢° of a slice exceeds its mean u, we use the
moment-matched negative binomial bound (7) [19];
otherwise the Poisson bound is retained.

12

ot —p @)
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The level as = 107° is a multiplicity correction: with
M sparse slices per invocation, a calibrated bound
yields Mas false slice alarms per invocation, for
example 0.03 for M = 3000, and it is verified in
aggregate across slices rather than per slice. The other
series closes the remaining gap: an attacker rotating
through 4000 rare User-Agent strings produces
4000 unremarkable slices but moves the other share
from 1.2 % to 22 %.

7. Rule Synthesis and Enforcement

A candidate predicate must cover at least 60 % of
the excess. Among candidates whose normal share is
at most 5 %, the one with the highest leverage (8) is
selected and throttled. If none qualifies, the covering
candidate with the smallest normal share is challenged
rather than blocked, since genuine browsers complete
a challenge and most automation does not; if no
candidate covers the excess, an operator is paged.

k(v)
L) = max(h(v),10_4) ®)

In Table 1 the JA4 candidate has leverage
0.983/0.0021 = 468 (unrounded normal share) and the
browser candidate 0.955/0.061 = 16, so the selection
follows from the arithmetic. The earlier version [4] set
the limit to 1.25 times the expected rate and stated that
this admits all legitimate traffic. That statement is too
strong: legitimate traffic in small or burst slices
exceeds 1.25 times its expectation with non-negligible
probability, and legitimate and automated requests
matching the predicate compete for the same tokens.
The limit is therefore the calibrated upper predictive
quantile (9), where Ci—4(v) is computed as in (1)—(2)
for modelled slices and as in (7) for sparse ones, and
the floor of 60 requests per minute avoids
degenerate limits.

R(v) = max (60, Cl_ﬁ(v)) 9)

With g = 0.01, the probability that the legitimate
traffic of the slice alone exceeds the limit in a window
is 1 %. The limit does not select which requests are
admitted, so collateral exposure during an attack is
governed by 4(v), which is why selection minimizes it.
Rule identifiers are hashes of the predicate, so repeated
detection updates a single rule, and every rule expires
after fifteen minutes unless renewed. Protected
predicates such as corporate egress and partner
integrations are never hard-limited. A blast-radius gate
downgrades any rule matching more than 5 % of
normal traffic to a challenge and refuses to deploy
above 20 %, paging an operator instead; this guards
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against an attacker who hides in the most common
User-Agent slice. Rules are pushed to the CDN rule
API, where propagation takes 10 to 60 s, or enforced
behind the CDN by an atomic token bucket in Redis;
refused requests receive status 429 with a Retry-After
header [6].

8. Evaluation

A system that can throttle paying customers must
be validated before it enforces. The evaluation uses
one production estate operated for more than a year,
including 48 labelled incidents, and three exercises.

Shadow operation. The full pipeline runs for at
least four weeks with the action fixed to log-only, and
every proposed rule is reviewed by an analyst. The key
metric is the number of rules proposed per quiet week,
because proposals triggered by marketing mail-outs,
application releases and partner batch jobs erode
on-call trust; the deployment holds it below one
(Table 2).

Table 2. Operational metrics.

Metric Value Basis
. s Under 3 min,
Time to mitigation, p50 . .
and p90 propagation Incident replay
included
ques proposed per Below 1 Shadoyv
quiet week operation
Collateral share & of Under 1 % Deployed
deployed rules, median rules
Sensitivity floor at N . Synthetic
daily trough =14 ceiling injection
Calibrated five-minute | 0.598 % Held-out
attack-free
exceedance (target 0.5 %)
days
0.16 per series- | L1cld-out
Persistence runs (k> 3) | P attack-free
day
days
Ceiling staleness alarm |26 h Configuration

Replay. Raw counters from each labelled incident
are replayed through the live detector with origin CPU,
calendar state and geographic mix reconstructed. Time
to mitigation is decomposed as 7' = Tget + Tgate + Tar +
Toop: Onset to tier-one alert, alert to gatekeeper
activation, attribution and rule synthesis (about 2 s),
and measured CDN propagation. Table 3 gives the
minimum 7g of each branch of Algorithm 1. The
replayed end-to-end time was under three minutes at
both p50 and p90, propagation included. Both figures
are below the minimum latency of the dual-window
and persistence branches, so they characterize abrupt
attacks detected by the 3x branch; gradual ramps are
detected later by construction.

Synthetic injection. An attack-free day is selected
and an attack of known shape, magnitude and time is
added. Sweeping the magnitude downward yields the
sensitivity floor: at the daily through the detector fires

at approximately 1.4 times the ceiling, whereas at the
afternoon plateau the band is thousands of requests
wide and the floor is correspondingly higher, so
sweeps must cover time of day as well as magnitude.
Table 2 summarizes the operational metrics; they
depend on traffic shape and are an example of what to
measure rather than targets.

Table 3. Minimum detection latency by branch
of Algorithm 1.

Branch Condition Minimum 7get
. First completed
>
3x ceiling ps >3 minute
Both windows s> 1, peo>1 Tens of minutes
P P for a gradual ramp
Persistence ps>1,k>3 15 min

9. Limitations

The system cannot detect low-and-slow
automation: thirty login attempts per minute across
50 000 residential addresses produce no volumetric
signal and require session-level behavioral signals
[7, 8]. Most counting keys are attacker-controlled,
which is why the blast-radius gate exists and why TLS
and header-order fingerprints, which are costlier to
forge [10], justify their integration cost. Detection is
confined to the layer the counters describe; where the
CDN serves most requests from cache, traffic should
be modelled at the origin or per route family. Volume
cannot distinguish a flash crowd from a flood, and the
calendar and infrastructure terms reduce but do not
remove this risk. Calibration assumes that the recent
past is representative and degrades after abrupt
legitimate changes until the calibration window
absorbs them. Finally, the evaluation covers one estate
and one vendor configuration.

10. Conclusions

This paper described a self-hosted rate-limiting
control that covers the interval between the onset of a
volumetric bot attack and the adaptation of an external
bot-management platform. Its contribution is the
operational composition of calibrated forecast ceilings,
on-demand attribution with reconciled expectations,
context-aware gating, blast-radius control and
short-lived rules whose limits carry an explicit
exceedance probability. Relative to [4], it replaces
nominal interval arithmetic with empirical calibration
and run-length measurement, defines the detection
windows, makes attribution coherent, accounts for
overdispersion and analyses time to mitigation per
detection branch. The design can be deployed
incrementally; a first shadow deployment comprising
the counters, one calibrated model and the
two-window detector took approximately three weeks
of work for one engineer.
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Summary: Business messaging platforms process billions of enterprise-to-consumer interactions daily, creating an abuse
surface on which single-layer detection is forced into an untenable trade-off between latency and analytical depth. This paper
describes a multi-tier framework for detecting unwanted business communication, decomposed across three adversarial
timescales: real-time behavioral scoring of individual messages, near-line sequence analysis of session trajectories, and offline
graph mining for coordinated activity. A drift-aware retraining pipeline and an adversarial acceptance gate govern maintenance
and promotion to production. The algorithms employed are standard; the contribution is architectural, namely the orchestration
of detection across timescales, motivated by the structural limitation that a single-stage decision cannot observe behavior
occurring after it. We further specify an evaluation design for this setting, in which ground truth is drawn independently of the
system under test and detection performance is reported against a paired over-enforcement counter-metric. The framework is

deployed in production; per-tier evaluation is ongoing.

Keywords: Big data analytics, Unwanted business communication, Adversarial machine learning, Graph-based abuse

detection, Concept drift.

1. Introduction

Business messaging platforms now process billions
of enterprise-to-consumer interactions daily, and with
that scale comes an attack surface that conventional
anti-abuse systems were never designed for. Unwanted
business communication (UBC) — spam, scams,
impersonation, and gray-area promotional outreach —
builds on a longer line of work on messaging spam
detection [8, 9], but is not a static classification
problem. In practice, three challenges dominate: first,
abusive messages represent a small fraction of total
traffic, but even a modest false-negative rate translates
to millions of harmful interactions per day. Second,
adversarial ~ pressure  induces concept  drift:
enforcement actions change attacker behavior, so a
model that performs well at launch degrades as the
input distribution shifts [1, 4]. Third, and most
underappreciated, the cost of a false positive is not
symmetric with a false negative: incorrectly blocking
a legitimate business damages platform trust and
creates downstream revenue and reputational harm that
is difficult to reverse.

This paper proposes a multi-tier detection
framework that addresses these challenges through a
combination of real-time behavioral scoring, near-line
sequence modeling, and offline graph analysis,
augmented by a drift-aware retraining pipeline for
sustained adversarial resilience. The individual
algorithms employed are standard; our contribution is
architectural: the multi-timescale orchestration of real-
time, near-line, and offline detection tiers under a
shared drift-aware maintenance loop, together with the
adversarial acceptance gate that governs promotion to
production. The framework described is deployed in
production on a large-scale business messaging

platform; per-tier evaluation of the composition is
ongoing work.

2. Proposed Framework

Most production integrity systems rely on a single
classification layer, which forces an impossible
tradeoff between latency and depth. Our framework
instead decomposes the problem into three tiers, each
targeting a different adversarial timescale (Fig. 1); the
feature categories used at each tier are summarised
in Table 1.

Table 1. Feature categories by detection tier.

. Feature
Tier Category Examples
Send velocity, reply-rate
Real-Time Behavioral asymmetry, session
patterns
Real-Time Graph (local) Fan-out ratio, recipient
cluster overlap
Real-Time Content Template s1m11ar1ty hash,
keyword density
Message-session
Near-Line Sequential embeddings, ramp-up
trajectories
. Graph Community structure,
Offline (global) bipartite anomaly scores

Single-stage gating is effective at the point of
decision: in prior work on actor-level trust gating,
replacing heuristic rules with a model-based gate
materially reduced the proportion of malicious
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accounts passing the gate while reducing legitimate
accounts substantially less. Such a gate is, however, a
one-time decision — it cannot by construction detect an
account that is approved on good behavior and

escalates afterwards. That limitation motivates
decomposition across timescales rather than additional
depth at a single layer.

Multi-Tier Detection Architecture for Unwanted Business Communicatior

= )

R Tie'II‘“l Behavioral Graph Content Gradient-Boosted Bl]gck(Allow
s Features || Features || Signals Model ecision
Scoring (<100ms)

/ Ambigugus Cases
—_— i Human
Tier 2 P Gt Deep Review
. essage Session :

Near-Line Patterns Sequence (l;ampa_lgn R

Sequence (1-24h window) Model Sizgiiten B
Analysis

Drifi»’sz;re Retraining i
=
Tier 3 : Coordinated 1 :
; Sender-Recipi Cc y ! .| Drift
Ofﬂm.e G taph Bipartite Graph Detection Behavior > Monitor
Mining Clusters

—_————

Fig. 1. Multi-tier detection architecture. Tier 1 (real-time) handles per-message scoring under a latency budget; Tier 2
(near-line) captures slow-burn campaigns via sequence models; Tier 3 (offline) surfaces coordinated networks via graph
mining. All tiers feed into the drift-aware retraining pipeline.

Tier 1 — Real-Time Scoring. A gradient-boosted
ensemble (XGBoost) scores each message under a
real-time serving budget. Features combine behavioral
signals (send velocity, reply-rate asymmetry, timing
variance), local graph features (fan-out ratio, 2-hop
recipient overlap with abuse clusters), which follow
web-scale graph feature practice [2], and content
fingerprints (locality-sensitive hashing), an approach
applied to online spam detection by Ali et al. [8]. We
deliberately exclude raw text features — adversaries
mutate content faster than behavioral patterns.
Threshold tuning uses asymmetric loss weights that
penalise false positives substantially more than false
negatives, following the cost-sensitive learning
formulation of Elkan [6].

Tier 2 — Near-Line Sequence Analysis. A
GRU-based sequence model, chosen for materially
lower inference cost than transformer alternatives at
comparable accuracy, processes session patterns over
24-hour windows. The key insight: sophisticated
accounts stay below Tier 1 thresholds individually,
accruing a substantial history of benign messages
before escalating — a reputation-farming pattern [3].
The sequence model learns the trajectory shape, not
just the snapshot.

Tier 3 — Offline Graph Mining. A nightly batch
constructs a large-scale sender-recipient bipartite
graph and applies Louvain community detection [7]
for coordinated inauthentic behavior, extending
graph-plus-metadata approaches to collective abuse
detection [3] and complementing recent work on
automated detection of coordinated inauthentic
behavior [5]. Graph structure proves more durable than
content signals — adversaries mutate text easily but
reorganizing operational networks is costly. This tier
surfaces account clusters that are individually
unremarkable but structurally anomalous.

3. Adversarial Resilience

The most expensive lesson in production integrity
work is that a model that performs well at launch will
degrade within weeks if not actively maintained. Our
drift-aware  retraining  pipeline  follows the
concept-drift framing of Lu et al. [4] and monitors
Population Stability Index (PSI) across the most
influential features (ranked by SHAP importance)
between training and live serving distributions. When
PSI exceeds 0.2 — a conventional drift threshold [4] —
for any monitored feature, targeted retraining is
triggered on the affected feature subspace, refitting
only the drifted components rather than the full model,
which completes substantially faster than a full retrain.
This shortens the detection-rate degradation window
from weeks, under periodic retraining, to days (Fig. 2).

Before any model reaches production, it must
survive a red-team evaluation suite, in the spirit of
adversarial-example stress-testing [1]: a suite of
adversarial scenarios including reputation-farming
sequences, template mutation chains, coordinated
burst patterns, and cross-tier evasion attempts. Models
that pass standard precision-recall gates but fail a
threshold number of adversarial scenarios are rejected
— a gate that, in our experience, catches a non-trivial
share of otherwise-passing candidates.

4. Precision-Recall Tradeoff and Human-
in-the-Loop

A false positive is not the mirror image of a false
negative — blocking a legitimate business triggers
escalations, revenue loss, and trust erosion. We address
this through cost-sensitive learning [6] with
empirically  calibrated class weights and a
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human-in-the-loop escalation path for cases within a
tunable confidence band. In practice, a small and
tunable share of daily volume routes to human review.

This asymmetry is measurable rather than
hypothetical. In a randomised online experiment on the
actor-level gate described in Section 2, accounts were
allocated to control and treatment on a rolling daily
basis to hold the assignment ratio stable as the
population grew, and labelled by subsequent
enforcement within a fixed forward window, with
robustness checked across window lengths. Evaluation

reported a matched pair of metrics rather than a single
detection metric: the model-based gate reduced
malicious accounts passing the gate by approximately
18 % (CI 11-24 %) against approximately 5 % (CI
4-6 %) for non-malicious accounts, the majority of
which proved inactive. The principle carried into the
present framework is that any enforcement component
must be assessed against a paired counter-metric, since
a detection metric alone cannot distinguish improved
detection from increased over-enforcement.

—e~ Baseline (Static Model)
—a=— Drift-Aware Retraining

~~e.
S~eo_

e

~e

Unacceptable Detection Zone

Fig. 2. Conceptual schematic of the mechanism described in Section 3: without targeted retraining, detection degrades between
retraining cycles as the input distribution shifts; with it, degradation is bounded by the detection-to-retraining interval rather
than by the retraining schedule. The figure is illustrative and depicts expected qualitative behavior only; it is not measured data

and no experimental values are implied.

5. Evaluation Approach

Unit and weighting. Decisions are evaluated at the
level of business accounts rather than individual
messages: abuse is identified from content within
business—user threads, but labels, decisions and
enforcement all attach to the account. Metrics are
weighted by messages or unique business—user threads
rather than counting accounts equally, so that reported
performance reflects harm averted rather than
decisions taken — an account reaching many thousands
of users is not equivalent to one reaching ten.

Dataset and partitioning. Evaluation uses a
sample of business accounts over a defined
observation window, in which abusive accounts are a
small minority of the population. Assignment to
comparison groups is performed at account level, with
accounts allocated to control and treatment at the start
of an evaluation period and newly eligible accounts
allocated randomly on a rolling basis thereafter, so that
the assignment ratio is held constant as the population
grows. Message-level assignment is avoided, since the
same account appearing in both groups would
confound the comparison. Absolute volumes and class
proportions are withheld.

Ground truth. Detection performance cannot be
assessed against the output of the system under test;
doing so measures only what the system already
catches. Account-level labels are therefore drawn from
an independent basis — a classifier separate from the
detection pipeline, calibrated against a human-labelled
reference set, with its own precision, recall and
confidence intervals reported continuously. Because
these labels do not depend on the enforcement
decision, they support both directions of evaluation: of
abusive accounts present, the share actioned; and of
accounts actioned, the share not in fact abusive.

Baseline and ablation. The comparison baseline is
the single-layer classifier the framework replaces.
Tiers are then enabled cumulatively — Tier 1 alone,
Tier 1 with Tier 2, and all three — with incremental
recall measured at a fixed false-positive budget, so that
no tier’s apparent contribution is confounded by a
more permissive operating point. Drift stability is
assessed by tracking detection rate over time with and
without the retraining loop of Section 3, against the
same independent labels.

Uncertainty. Because abusive accounts are rare,
required sample size and test duration are established
by null-comparison (A/A) simulation before any
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online evaluation rather than inferred afterwards, and
intervals are reported alongside point estimates.

Scope. The experiment reported in Section 4
evaluates a single actor-level stage. Per-tier ablation of
the three-tier composition, following the design above,
is the subject of ongoing work.

6. Conclusions

Integrity at scale is not a model problem — it is a
systems problem. No single classifier, however
sophisticated, can simultaneously handle the latency
demands of real-time decisions, the depth required for
campaign-level detection, and the structural analysis
needed for coordinated behavior. The multi-tier
decomposition, combined with continuous adversarial
stress-testing and drift-aware maintenance, provides a
framework that degrades gracefully rather than failing
silently — which, in production, is the difference
that matters.
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Summary: The development of data-driven cybersecurity policies is severely hampered by data scarcity due to privacy
concerns, under-reporting, and reputational risks. To overcome this critical bottleneck, this study explores synthetic tabular
data generation using Large Language Models (LLMs). Leveraging the GReaT framework, we fine-tuned a tabular-specific
LLM (tabularisai/Qwen3-0.3B-distil) on a corpus of 3,388 reported cyber incidents and benchmarked its performance against
a generic LLM (unsloth/Llama 3.2 1B). The generated data was rigorously evaluated for privacy and fidelity using metrics
such as Distance to Closest Record (DCR) and PRDC. Results demonstrate that while the generic model exhibited severe
memorization of the training data and poor structural alignment, the targeted tabular model achieves high structural and
statistical fidelity to the original dataset without compromising privacy. Ultimately, this comparative analysis highlights that
targeted LLM selection is critical, providing a viable solution for cybersecurity data augmentation.
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1. Research Problem

The development of data-driven cybersecurity
policies and defensive mechanisms is critically
hampered by a persistent, multifaceted challenge: data
scarcity. In an epoch characterised by increasingly
frequent and sophisticated cyber threats, the existence
of datasets for training intrusion detection systems,
analysing malware behaviour, and modelling threat
landscapes has assumed a crucial role.

Nevertheless, compressive data availability is
extremely scarce. Key factors include the small
fraction of cyber-attacks being detected (and even less
reported). in addition to existing datasets suffering
from incompleteness and inconsistency. This raises
significant concerns regarding their reliability and
validity.

The data scarcity issue is not accidental but
systemic, stemming from several factors. First, the
very nature of cyber-attacks implies that malicious
actors actively conceal their identity and methods used,
thus making data detection and collection inherently
difficult. Second, targeted subjects tend not to share
incident data due to fears of exposing unpatched
vulnerabilities, incurring substantial reputational
damage, and ultimately creating competitive
disadvantages. This hesitation is further compounded
by a complex web of legal and regulatory implications
surrounding data privacy and breach notifications.
Finally, technology vendors and software companies
are often constrained by market pressures, making
them hesitant to reveal product weaknesses that could
be inferred from detailed attack data. These constraints
create a critical bottleneck that impedes the research
and development of data-driven cybersecurity
solutions.

2. Methodological Approach: Synthetic Data
Generation with LLMs

To address these significant challenges, we explore
the potential of synthetic data generation using Large
Language Models (LLMs) as a novel solution.
Synthetic data, defined as algorithmically generated
information that resembles the statistical properties
and structural characteristics of a source dataset, offers
a powerful paradigm for overcoming data access
barriers. Its utility has been demonstrated across
various domains for tasks such as data anonymization
to protect privacy in sensitive sectors like healthcare,
data augmentation to enrich sparse datasets, and bias
mitigation in machine learning models.

Trained on vast quantities of text, code, and other
data types, LLMs have shown advanced generative
capabilities and versatile problem-solving skills that
extend well beyond traditional Natural Language
Processing [1]. Their capabilities, such as in-context
learning and instruction following, can be leveraged
via sophisticated prompt engineering techniques [2].
This has opened up opportunities for new LLMs
applications, including the generation of tabular data.

While the application of LLMs to generate
structured tabular data was in its early stage until
recently, more recent advancements have shown
promising results in areas such as imputing missing
values [3], augmenting sparse data [4], and rebalancing
imbalanced classes [5]. These developments lay the
foundational for our current investigation into
synthetic data generation [6].

3. Extension over Previous Work

This work significantly extends our previous study
[7], which established the initial proof-of-concept for
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this approach. While our previous study established the
initial proof-of-concept for applying the GReaT
framework to cybersecurity data, the current work
significantly expands upon this foundation in four key
areas. First, regarding the generative model, we
transition from GReaT implementation with generic
unsloth/Llama 3.2 1B model [8] to fine-tuning a
specifically pretrained tabular LLM
(tabularisai/Qwen3-0.3B-distil) [9], demonstrating that
domain- and structure-aligned models yield superior
results. Second, we introduce a more rigorous split and
evaluation protocol: compared to the previous study,
the test set size was increased to a 70/30 train-test ratio
to ensure robust evaluation against unseen data, as test
data are of crucial importance in evaluating data
quality. Third, we have substantially expanded our
fidelity metrics beyond basic statistical similarity to
include Maximum Mean Discrepancy (MMD),
Classifier Two-Sample Test (C2ST) [10], and PRDC
(Precision, Recall, Density, Coverage) metrics,
providing a multidimensional view of data quality.
Finally, and most crucially, we introduce a dedicated
privacy risk evaluation using Distance to Closest
Record (DCR) [11] distributions to explicitly test for
memorization

4. Methodology and Experimental Design

Our methodology leverages state-of-the-art LLM-
based frameworks for tabular data generation.
Recognising the inherent challenges of tabular data -
which includes heterogeneous feature types (e.g.,
categorical, numerical), class imbalance across
categories [5], and complex context-based
interconnections [12] - we begin with a key
preprocessing step: text-based serialization. This
process converts structured tabular data into a linear
textual representation that can be processed by an
LLM, translating the table's schema and values into a
coherent sequence while preserving semantic
knowledge from column names.

Current state-of-the-art methods for tabular data
generation with large language models generally
follow the same approach, though with some
variations. GReaT [13] fine-tunes a pretrained GPT-2
model on the original data and employs random
permutations of feature order to reduce dependence on
column sequences. For more complex
scenarios, ReaLTabFormer [14] is noted for its
enhanced performance on relational databases. Other
prominent methods include TAPTAP [15], which
pretrains GPT-2 on a vast collection of public tables to
build foundational knowledge, and Tabula [16], which
accelerates training by starting from a randomly
initialized model.

Our experimental work builds on our previous
study, which focused on the implementation of the
GReaT approach. GReaT was chosen primarily due
to its advantages over other models, consisting mainly
of a straightforward implementation without
significant data processing that might result in data

alteration. We apply the GReaT method to a collection
of publicly available reported cyber-attacks, with the
final dataset containing 3388 cases. We focus
particularly on the technical characteristics (e.g.,
source name, target ID and target name), and free-text
descriptions.

An LLM pretrained specifically for tabular data,
the tabularisai/Qwen3-0.3B-distil model [14], has
been fine-tuned on training data. This data was
obtained by previously splitting our dataset using a
70/30 train-test ratio.

The evaluation of our data generation approach
relies on two fundamental attributes of synthetic data
compared to the original dataset: (1) privacy and (2)
data quality (encompassing both fidelity and
diversity). To assess these characteristics, we compare
our chosen tabularisai/Qwen3-0.3B-distil model
against the unsloth/Llama 3.2 1B model used in our
previous study. These metrics are designed to measure
how closely the generated data resembles unseen
records from the original dataset without simply
memorizing the training data.

To assess privacy risk, we employ the DCR metric,
which calculates the distance between each generated
data point and its nearest neighbor in the training set.
Figure 1 compares the DCR distributions of the
baseline (Train vs. Test) against the synthetic data
(Synthetic vs. Train) for both models. The results
reveal a stark contrast between the two architectures.
For the tabularisai/Qwen3-0.3B-distil model (Fig. 1.a),
the distributions are nearly identical, indicating that the
synthetic data remains as distant from the training data
as the real test set does. This confirms low privacy risk
and no systematic replication. Conversely, the
unsloth/Llama 3.2 1B model (Fig. 1.b) exhibits a
massive spike near zero, indicating severe
memorization of the training samples and a privacy
risk, as the generated data is merely reproducing the
original dataset rather than generating novel samples.

DCR Distribution: Train vs. Test DCR Distribution: Train vs. Synthetic
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Fig. 1l.a DCR distributions, referring to the
tabularisai/Qwen3-0.3B-distil model, computed with
standardized numerical features and L2-normalized LM
embeddings, using Euclidean (cosine-equivalent) distance.
“Test vs Train” shows the DCR distance between test and
training data set, while “Synthetic vs Train” shows the
distance between synthetic data and test data. The nearly
identical DCR distributions indicate no systematic
replication of training samples. Privacy risk appears low,
with only isolated minor closeness that remains within
acceptable bounds.
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Fig. 1.b DCR distributions, referring to the Unloth/Llama 3.2
1B model. Unlike the previous model, the DCR distributions
are highly dissimilar. The “Train vs. Synthetic” plot exhibits
a massive spike near zero, indicating systematic replication
and severe memorization of the training samples. Privacy
risk for this model appears high, as the synthetic data
is not generating novel samples but rather reproducing the
original data.

Synthetic data fidelity is evaluated through various
indicators. First, we analyze the DCR distributions
(Fig. 2) comparing the baseline (Train vs. Test) to the
synthetic data (Synthetic vs. Test). The results reveal a
clear performance gap between the two models. For
the tabularisai/Qwen3-0.3B-distil model (Fig. 2.a), the
distributions are nearly identical in shape and spread.
This suggests high fidelity, as the synthetic generator
successfully produces data points that mirror the
complexity and density of the unseen test set.
Conversely, the unsloth/Llama 3.2 1B model (Fig. 2.b)
exhibits notable discrepancies. While it produces data
points with a lower minimum DCR (indicating some
points are remarkably close to the test data), the overall
distribution is skewed, with a distinct secondary
concentration at lower distances that is absent in the
baseline. This indicates that while the Llama model
can generate realistic individual examples, it shows a
weaker alignment with the overall structural spread of
the real data.

Considered together, these figures reinforce
confidence in the high quality of the synthetic data, not
only with regard to the fidelity and diversity of the
original data, but also with regard to privacy.
Furthermore, Table 1 provides a comprehensive
summary of the metrics comparing the synthetic data
quality generated by both models. These indicators
demonstrate that the Qwen-based model produces
superior synthetic data compared to the Llama-based
model. Specifically, the Qwen model achieves a strong
balance of fidelity and diversity, closely mirroring the
real data distribution and avoiding the severe
overfitting observed in the Llama model. Ultimately,
the Qwen model's synthetic data are highly faithful and
suitable for augmentation, whereas the Llama model
suffers from reduced structural diversity and
memorization of the training set.

While the Classifier Two-Sample Test (C2ST)
shows similar scores for both models (~0.70, slightly
above the ~0.50 real-to-real baseline), indicating they
are not trivially separable, though some systematic

differences remain, the divergence becomes clear in
the distance metrics. The first model exhibits a much
lower Maximum Mean Discrepancy (MMD) of 0.6%
compared to 3.39% for the second model.
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Fig. 2.a DCR distributions, referring to the
tabularisai/Qwen3-0.3B-distil model computed with
standardized numerical features and L2-normalized LM
embeddings, using Euclidean (cosine-equivalent) distance.
“Test vs Train” shows the DCR distance between test and
training data set, while “Synthetic vs Test” shows the
distance between test and synthetic data. The visual
comparison between the two distributions indicates nearly
identical DCR distributions in shape and spread, despite
slight differences concentrated in restricted intervals.
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Fig. 2.b DCR distributions, referring to the unsloth/Llama
model. The visual comparison between the two distributions
reveals notable discrepancies in shape and spread. While
both distributions share a peak around a distance of 9.0 to
9.5, the synthetic data exhibits a wider overall spread and a
distinct secondary concentration of samples at lower
distances (approximately 6.0 to 8.0) that is not present in the
baseline.

Furthermore, the "Distance to real manifold"
metrics reveal a critical difference in behavior. For the
first model (blue), the synthetic data lies close to the
real manifold (mean 2.00 vs. baseline 1.78; 95th
percentile 2.80 vs. 2.70), with 8.2% of samples falling
beyond the 95th percentile—evidence of modest,
controlled edge expansion. Conversely, the second
model (red) generates synthetic data with a mean
distance of 6.2, which is closer to the training data than
the real test set's baseline 0of 9.19. This, combined with
only 2.52% of samples falling beyond the 95th
percentile, strongly suggests the second model is
memorizing the training data rather than generating
novel samples (aligning with the massive spike at
zero in its DCR distribution).
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Table. 1. Comparison of synthetic data quality generated by two models (tabularisai-Qwen3-0.3B-distil vs unsloth/Llama
3.2 1B). The synthetic data generated by the first model (tabularisai/Qwen3-0.3B-distil) demonstrate superior performance
and higher fidelity to the real held-out distribution compared to the second model(unsloth/Llama).

LLM used
. Tabularis ai-Qwen3-0.3B- Tabularis ai-Qwen3-0.3B-
Metric distil / unsloth/Llama 3.2 1B | distil / unsloth/Llama 3.2 1B
Real-to-rea! distance Synthetic-to-real distances
baseline
Classifier Two- -
Sample Test (C2ST) 0.516 0.502 0.7 0.7021
Maximum Mean o o
Discrepancy (MMD) 0.6% 3.39%
Mean 1.78 9.19 2.00 6.2
Distance to 95t perc. 2.70 9.89 2.80 9.5
real manifold Fraction of point
beyond the 95th 0.082 0.025
percentile
N Neighb Precision 0.98 0.97 0.93 0.94
Cear‘?ﬁ' SB[ Recall 0.98 0.98 0.96 0.85
onsistency Metrics -
(PRDC metrics) Density 1.001 1.06 0.76 0.984
Coverage 0.968 0.98 0.90 0.93

Finally, the PRDC metrics confirm this disparity.
The first model (blue) shows excellent precision (0.93)
and recall (0.96), meaning it accurately represents the
real data's distribution. The second model (red)
achieves slightly higher precision (0.94) and density
(0.984) but suffers a notable drop in recall (0.85). This
indicates that while the second model's synthetic
samples are realistic, they fail to cover the full
breadth of the real data's local neighborhoods.

5. Conclusion

This work demonstrates a viable and efficient
approach to generating synthetic tabular data of high
quality in the cybersecurity domain with an LLM-
based approach adapted from GReaT and fine-tuned
on a categorical-heavy corpus of nearly 3400 incidents.

Results show that using the GReaT approach
combined with the tabularisai/Qwen3-0.3B-distil
LLM model ensures high fidelity to key statistical and
structural properties of real cybersecurity datasets,
while maintaining strict privacy guarantees. As
evidenced by (DCR) distributions and manifold
metrics, the tabularisai/Qwen3-0.3B-distil model
avoids systematic replication of training samples,
whereas generic LLMs (i.e., unsloth/Llama 3.2 1B)
exhibit severe memorization and, as a result, high
privacy risks. Furthermore, the Qwen-based model
generates more robust and diverse synthetic data
compared to these generic models, maintaining strong
PRDC metrics (precision 0.93, recall 0.96). If edge
coverage is a priority, it can also safely expand the data
manifold, placing a controlled fraction of synthetic
points (8.2%) slightly outside the original real-value
boundaries without compromising privacy. Beyond
confirming the viability of synthetic data generation

established in our prior research, these findings
demonstrate a significant advancement in data quality,
diversity, and privacy preservation.

Ultimately, this suggests that using appropriate,
targeted LLMs aligned with the underlying original
data is of crucial importance in the cybersecurity
domain. While LLMs can trivially memorize and leak
training data if poorly matched to the task, selecting a
model that effectively generalizes the original
distribution allows for safe, high-fidelity data
augmentation.
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